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PA3BUTUE ANMAPATHO-OPUEHTUPOBAHHbIX HEMPOHHbIX
CETEN HA FPGA U ASIC

MpuBoauTca 0630p peanu3auuii HEMPOHHBIX CeTel Ha MPOrpamMMMPYeMbIX NIOTMYECKUX UHTE-
rpanbHbix cxemax (MIINC) tuna FPGA (Field Programmable Gate Array) n Ha uHTerpanbHbIX cxeMax
cneumanbHoro HasHaveHus (Application-Specific Integrated Circuit, ASIC) ¢ 2009 no 2019 r. MNpusoasT-
Csl NPEUMYLLECTBA U OrpaHUYEHUst AaHHOTO noaxoda NpU UCMOMb30BaHUM Ha Pasfnu4YHbIX annapaTHbIX
nnatcopmax. Obo3HavaTCa NpudMHbI LienecoobpasHocTn npumeHennss FPGA n ASIC Ha nx ocHose
Ha Tou unu mHon nnartdgpopme. B yactHocTn, FPGA Haunyywunm obpasom nokasbiBaloT cebs B maro-
MOLLIHbIX MOBUIBHBIX cucTemax, B To Bpems kak ASIC, Byayun cneunanusmpoBaHHbIM pelleHnem, ae-
MOHCTPUPYIOT HanbOmbLLY0 BO3MOXHYIO NMPOU3BOAUTENBHOCTL MPWU, OAHAKO, CIULLKOM BbICOKOW LieHe
pa3paboTku. [oMUMO 3TOro NPOBOAMTCSI CPaBHEHWE MPOU3BOAUTENBHOCTU HEMPOHHbBIX CETEN pasnuy-
HbIX apXMTEKTYp (MEepPLENTPOHbI, CBEPTOYHbIE, BUHAPU30BaHHbIE, PEKYPPEHTHbIE, @ Takke UX Moaudu-
kaumun) Ha 6aze FPGA oTHocMTEnbHO Apyr1x annapaTtHbIX peLleHuii No KpUTepusam ckopocTu obpaboT-
KM 1 3HepronoTpebrneHnss B COOTHOLLEHNM C LIEHOW M NPOCTOTON pa3BépTbiBaHUs. VccnenyeTcs u no
uToram noaTBepXAaeTcsl BbICOKMA MHTepec k FPGA Gnarogaps BbICOKOW 3HEproaheKTMBHOCTN
1 NpoOM3BOANTENBHOCTU NPU pelleHnn psaa 3agad. [NokasaHo, YTo AN peanu3auny CBEPTOYHbIX HeW-
POHHbIX CETEeN Hauny4lMm ob6pa3om NoaxoasiT rpachuyeckme NpoLeccopsbl, Toraa kak Ansi peKyppeHT-
Hbix — FPGA. OTmeyvaeTcsi, 4To npy GuHapmusaumm HEMPOHHBIX CeTeln NPOU3BOAUTENBHOCTb BEHTUMb-
HbIX MaTpuL, 3HAYUTENBHO MOBbILLAETCS, NPUBNUXKAACL K NMPOU3BOAUTENBHOCTY CNeLMann3npoBaHHbIX
MuKpocxeM. [lepcnekTMBHBIM HanpaBneHWEM MNOCMeAyLWMX WUCCNENOBaHWA ABMsSIeTCS AanbHenllee
NoBbILLEHNE MPON3BOAUTENBHOCTM OMHApU30BaHHbIX HEWPOHHBLIX CETEeN, peanu3oBaHHbIX Ha 0Oase
FPGA, nyTém ycoBepLUEHCTBOBaHWNS Kak MaTeMaTM4Yeckoro annapara, Nexallero B OCHOBe CeTu, Tak
W BHYTPEHHEW apXUTEKTypbl BEHTUIIbHON MaTpULbl U €€ NOrn4Yecknx aNIEMEHTOB.

KnroueBble cnoBa: MNNNC, MHC, MMNBM, uHTerpanbHble CXeMbl cneLmansHOro HasHaueHusl.

S.P. Shipitsin, M.l. lamaev

Perm National Research Polytechnic University, Perm, Russian Federation

HARDWARE NEURAL NETWORKS PROGRESS
ON FPGA AND ASIC

The article provides a survey about the implementation of neural networks on Programmable
Logic Device (PLDs) such as FPGA (Field Programmable Gate Array) and Application-Specific Inte-
grated Circuit (ASIC) from 2009 to 2019. Advantages and restrictions of this approach are given using
on various hardware platforms. The reasons for the appropriateness to use FPGAs and ASICs based
on them on such or another platform are indicated. In particular, FPGAs work best in low-power mobile
systems, while ASICs, being a specialized solution, demonstrate the highest possible performance with,
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however, the development cost too high. We compare the performance of neural networks of various
architectures (perceptrons, convolutional, binarized, recurrent, and also their modifications) based on
FPGA with respect to other hardware solutions according to the criteria of processing speed and power
consumption in relation to the price and ease of deployment. The high interest in FPGAs is investigated
and confirmed as a result of their high energy efficiency and performance in solving a number of tasks.
It is shown that GPUs are best suited for the implementation of convolutional neural networks, while
FPGAs are suitable for recurrent ones. We note that with binarization of neural networks, the perfor-
mance of gate arrays increases significantly, approaching the performance of specialized microcircuits.
A promising direction for subsequent research is to further increase the performance of binarized neural
networks implemented on the basis of FPGA, by improving both the mathematical apparatus underlying
the network and the internal architecture of the gate array and its logic elements.
Keywords: programmable logic device, ANN, FPGA, ASIC.

Beenenne. [Ipou3BoanuTenbHOCTE U 9HEPTOI((HEKTUBHOCTD SBISIFOTCS
KPUTUYECKUMH TPHYMHAMU pa3pabOoTKU HECTaHIAPTHBIX APXHUTEKTYP BHI-
YUCIHUTENIbHOTO o0opyaoBaHus [1]. B 3agadax MCKyCCTBEHHOTO MHTEIUJICK-
Ta, B YACTHOCTH, C MCIIOJIb30BAaHUEM ammapara UCKYCCTBEHHBIX HEHPOHHBIX
cereii (Artificial Neural Networks, ANN), k anmapatHoMy 00eCIeUeHUIO
NPEIbSBISIOTCS OCOOCHHO BBICOKHE TPEeOOBaHUS, JOCTATOYHO CKa3aTb, UYTO
COIJIACHO JTOBOJILHO PAacIpOCTPaHEHHOMY Cpelu HCClieZloBaTeeil MHEHUIO
MPOrpecc UCKYCCTBEHHOTO MHTEIUIEKTa TOPMO3UT UMEHHO HECOBEPUICHCTBO
annapaTtHod vactu. Kiaccuueckue mocienoBaTelIbHBIE IPOLIECCOPHI HE
JTy4IIEM 00pa3oM MOIXOIAT JUIS MapalieIbHBIX BBIYACICHHUH, K KOTOPBIM
oTHOCSITCA M HelpoHHble ceTH. [lockonbky FPGA ucnonbs3yrores ajist co3-
JaHusl KOHPUTYpUPYEMBIX IU(PPOBBIX 3JIEKTPOHHBIX CXEM JII0OOH apXHUTEK-
TYpbI, B TOM YHCJIE TapaieIbHbIX, TO OHU OTIUYHO MOJIXOJSIT B Ka4eCTBE
YCKOPUTEINS I CO3[laHUsl HEUPOHHBIX ceTed. K npenMyiecrsaM JaHHOTO
MOJIX0J1a MO’KHO OTHECTU HU3KO€ MOTpeOJIeHHe dHEPTUuu, BHICOKHE BBIYHUC-
JIUTENIbHbIE MOITHOCTU U THOKOCTb.

1) FPGA MoryT Mcnosib30BaThCsi AJIsl BBICOKOCKOPOCTHOH 00paboTKH
CUTHAJIOB, B OCOOCHHOCTH JUIsI JaTYMKOB C BBICOKOW YacCTOTOH IMCKpeTH3a-
LIUH, a TaKke QUIBTPOBATh JTaHHBIE U CHUXKATh CKOPOCTD Mepe/laul JIaHHbIX,
YTO yNpoIiaeT o0padoTKy, nepeaady ¥ XpaHeHHEe CII0KHOTo curHana [2].

2) FPGA B BBICOKOW CTENEHH MOAXOIAT sl OOpabOTKU JTaHHBIX
B PEXKHUME PEaJIbHOTO BPEMEHH, TAaKUX KaK M300pakeHUsl, paJroJIOKAIIMOH-
HBbIE U MEAMIIMHCKHUE CUTHAJIBI, OoJiee 3pPEeKTHBHO, YeM IIEHTpaIbHBIC TIPO-
neccopsl (Central Processing Unit, CPU) [3].

3) BaxxubiMu ocobenHocTssMu FPGA sBISOTCS mapayuienn3M U KOH-
Beilepuzanus. brmarogaps mapaiienu3mMy MOXHO MHOTOKPATHO pacmpeje-
JSTh ¥ BBIYUCISITH PECYpPChI, KOT/Ia HECKOJIBKO MOAYJIEeH MOryT paboTarh
HE3aBHCHUMO, OJHOBpeMeHHO. KoHBeliepu3alus Jienaer annapaTHble pecyp-
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Cbl MHOT'Opa30BbIMHU. DTH JBa (pakTOpa BMECTE€ MOTYT 3HAUUTEIbHO YIyY-
IIUTh MapAJIIEIbHYIO0 IPOU3BOIUTEIIBHOCTS [4].

[Tockonbky GombmHCTBO FPGA pekoHuUrypupyeMsl, 3T0 O3BOJISET
OBICTPO YCOBEPILIEHCTBOBATh M ONTHMHU3MPOBAThH AIMIAPATHYIO PEATU3ALUIO
0e3 ONOJHUTENBHBIX 3aTpaT Ha e€ MPOu3BOACTBO. ClienyeT OTMETUTh, OJTHA-
KO, YTO Takas YHUBEPCAIU3aLUs HAKIAJbIBAET OrPAHUYEHUS HA MaKCHUMaJlb-
HYIO TIPOM3BOJIUTEIBHOCTD, U B psae 3a1ady FPGA He cnocoOHBI Ha paBHBIX
KOHKYpUpOBaThb C IPOLECCOpPaMU  CIEUUAIBbHOrO HasHaueHus. Tak,
Nurvitadhi u gp. (2017) [5] mokaszamm, 4to TpaduUecKue MPOIECCOPBI
(Graphics Processing Unit, GPU) BemurpsiBatot no ckopoctu y FPGA B omne-
palnMsx HajJ YUClaMH C IUIaBaIOIIed TOYKOM, XOTS MPH 3TOM MPOUTPHIBAIOT
1o 3(QGEKTUBHOCTH OTHOCHUTEIHLHO YHEPronoTpedsieHus. ABTOpaM YAalloCh
JIOCTUYb COMOCTAaBUMOM CKOPOCTH OOpaOOTKM 4YMCes ¢ TUIABAIOIIECH TOUYKOMN
Ha Titan X Pascal u Intel Stratix 10. ITo sneprosddexruBHOocTH FPGA OKa-
3anack a¢dextuBHee npumepHo Ha 40 %, 4ro, BIpoYeM, C YI4ETOM CTOUMO-
CTH MUKPOCXEMBbI IPEUMYIIIECTBOM SIBJISIETCS] OUYEHb HE3HAUUTEIIbHBIM.

Misra u Saha (2010) npoBesnn 00630p HccinenoBaHui B 001acTH amma-
paTHO-opueHTUpOBaHHBIX HelpoHHbIX ceTelt (HNN) [6]. ABTOpBI OT™METHIN
Bo3pactaromuii ¢ koHua 1990-x rr. unrepec k FPGA. Llenbto HacTosiuen
CTaThU SIBIISIOTCS 0030p OMyOJIMKOBAaHHBIX B IMOCIEAYIOIINE OBl HCCIIEN0-
BaHUH almnapaTHBIX peanu3aluil HEWPOHHBIX ceTel, B yacTHOocTH Ha FPGA
u ASIC, onenka 3pPEeKTUBHOCTH MPEUIOKESHHBIX MOIXOJ0B M BBHISBICHUE
TPEHIIOB pa3BUTUS OTpaciau. B Tabn. 1 moka3zaHbl mpUMEpHl arapaTHBIX
peanu3anuil pa3aMYHbIX HEHPOCETEBBIX ApXUTEKTYp, a TaKkKe IOIAXOMIbI
K ONTHUMM3ALMH TaKUX peaTn3anuil.

Tabnuuma 1

Pacnpenenenue nnrepecos BHenpenus HC

AnmapatHoe o0ecrieueHre
Tun HC FPGA ASIC
MLP — nepuentpox [7]
CNN - cBéprouHast [21,[41,[81,[9],[101,[11],[12],[13] [41,[10]
BNN - OuHapu3oBaHHAs [14],[15],[16] [14],[15],[17]
pEKyppeHTHASI [18]
RNN LSTM [31,[19]1,[20]

MANN [21]

DNN - ry6okas HC [22] [23]
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Céprounble HelpoHHbIe ceTH. CBEPTOYHBIE HEHPOHHBIE CETU
(Convolutional Neural Network, CNN) B cuily CBOMX apXUTEKTYPHBIX Xa-
PaKTEpUCTUK JIEMOHCTPUPYIOT CaMbl€ BBICOKHE PE3yJbTaThl MPOU3BOJU-
TeNbHOCTHU NpH peanu3zauuu Ha GPU: BbIcOKMi mapasuienusm, 00JbIIoe Ko-
JUYECTBO OJTHOTHITHBIX OTEpaIiii, BRBICOKHE TPEOOBaHUS K MAMSITH U CKOPO-
ctu e€ padorel. GPU ¢ ux muorouucinenasivu SIMD (Single Instruction,
Multiple Data) mpomeccopamu ¥ OOJIBIIMM 0OBEMOM BBICOKOCKOPOCTHOM
MaMsTU MPEKPACHO CIPABISIOTCS ¢ TAKUMU 3a/ladaMH, M YIY4IIUTh 3/1€Ch
4yTO-TO 0€3 oOpallleHHs K CaMbIM HW)XKHHM YPOBHSIM allllapaTHOM dYacTu
MPaKTHYECKH HEBO3MOXkHO. Takum o0Opazom, CPU mnpourpsiBaroT H3HA-
yanpHO; FPGA Osaromaps rMOKOCTH MO3BOJISIIOT JOCTHYh B OTIEIHHBIX
ciydasx 6oyiee BBICOKUX PE3YJIbTATOB KaK MO CKOPOCTH pabOThI, TaK U, KO-
HEYHO, M0 DHEPronoTPeOICHHUI0, HO UX OTHOCHUTEIILHO BBICOKAs IIeHa CBO-
JUT 3TO MPEUMYIIECTBO B MOJIb30BATEIBCKUX MPUIIOKEHUIX Ha HET. ['opas-
1o ay4qme aena oocroar ¢ ASIC, KoTopsle B CUITy CBOEH M3HAYaIbHOH cIie-
[UATH3AIUH TIO3BOJISIOT IOCTHTaTh 3HAYUTEIBHO 00JIee BBICOKUX PE3yiIbTa-
TOB; oJtHaKo oHU emé nopoxe FPGA u gacto BooOIIe CyIIECTBYIOT TOIBKO
Ha Oymare Wi B BUJE MMUTAIMOHHBIX Mojejei. B TedeHue mociemHero
JECSATUIICTUSI TIPOLICHT MyOJIMKaIMii, CBI3aHHBIX ¢ peanm3anusamu Ha FPGA
u Ha ASIC, 3HaUUTENBHO BBIPOC, YTO CBSI3aHO KaK CO 3HAYUTENIbHBIM I1O-
BBILLIEHHEM TTpou3BOAUTENBHOCTH FPGA, Tak M ¢ nmpUMEHEHHEM HCKYCCT-
BEHHOT0 HHTe/IekTa B [oT-npunoxxeHusx.

Farabet u np. (2009) [8] npennoxunu peann3anuro CBEPTOYHONU CETU
ConvNet (Convolutional Network) na FPGA, B nosHO#i Mepe peaan3oBaB
BO3MOKHOCTh pachapajuie/IiBaHusl BbIUUCIECHUN. J[OCTUTHYTass CKOpPOCTh
pacniozHaBaHus gocturia 10 uzobpakenuit pazmepom 512x384 B cexyHmy
Ha FPGA cpennero nenoBoro auanaszosna. Ilozmnee, B 2011 r., 3TuM ke
KOJIUJIGKTUBOM aBTOpOB [4] ObuIa mpejiokeHa cBEPTOUYHAsI HEHPOHHAS CETh
THOKOM CTPYKTYpPHI crienuaibHo i peanusanuu Ha FPGA. OgauMm u3 npe-
MMYILECTB MPEAJIOKEHHOTO PELIEHUS SBISETCS aKTHMBHOE HCIIOJIb30BAHUE
«ropsiyeil» peKkoHGUrypaluu JOTHYECKON CTPYKTYphl MUKpocxeMbl. Toro-
Boe cpaBHeHue CPU, GPU, ASIC u FPGA mnokazaio (3a MCKIIOYEHUEM
oueBugHOro npeumyiiectsa ASIC) OTHOCUTENBHBIA MAPUTET IPOU3BOIU-
tenpHOCTH peanm3anuii Ha FPGA u va GPU, 4to moarBepxkmaercs u Oomee
no3HUMH pabotamu, Haripumep, Ovtcharov u ap. (2015) [9].
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T. Chen u np. (2014) [10] pazpaboranu HeiipoMOpdHBIH yCKOPUTEND
mutst KpyrmHbiX CNN 1 DNN ¢ 0co0bIM aKIIeHTOM Ha ONTUMHU3AIUIO UCTIONb-
30BaHUA NaMATU. ABTOpaM yJaJloch AOCTUYb YCKOpeHus B 118 pa3 u cHu-
JKeHus sHepronoTpediaeHus B 21 pa3 mo cpaBHenuro ¢ SIMD 2I' T CPU.
st cpaBHEHMSI POM3BOJUTEIBHOCTH HCIOJIb30BAINCh PE3YJIBTATHI MOJIE-
JUPOBAHUS, a HE PEAIbHbIE MUKPOCXEMBI, YTO, BIPOYEM, OOBIYHO IJIf
ASIC. M. Motamedi u ap. (2016) [11] npeanoxunn apXUTEKTYpy YCKOPH-
tenst Ha 6a3e FPGA, KOTOpBIi UCTIONB3YeT BCe BO3MOKHBIE MCTOYHUKH Tia-
pajuienu3Ma B TITyOOKMX CBEPTOUYHBIX HEHPOHHBIX ceTsx. [Ipu aTom paspa-
OoTaHHas MOJENb MA0JIOHA APXUTEKTYPhl CETH IMO3BOJIIET MOA0OpaTh OIN-
TUMAJIbHYIO apXUTEKTYpy O]l KOHKPETHYIO armnapaTtHyio miardgopmy. Urto-
roBO€ YCKOpPEHHE B CPABHEHUHU C MPOUYMMH peaIU3alUSIMU TITyOOKHX CBEp-
tounbix cereil Ha FPGA mocturno 1,9 pasa. [TogoOHbIE HHCTPYMEHTHI OTI-
TUMU3ALUU [Ipejiarajiv U Apyrue KOJUIEKTUBbI uccienoareneit. Tak, Wang
u ap. (2016) [12] pazpaboTany MHCTPYMEHT aBTOMATUYECKOH pealu3aiuu
Caffe CNN na FPGA cnenuanbHO Il YCTPOUCTB C MaJIbIM dHEPromnoTpeo-
nenueM. DiCecco u np. B 2016 1. [13] npeanpuHsIN MOMBITKY YaCTUYHOTO
nepenoca pacu€étoB CNN (ognoro cséprounoro cinosi) ¢ CPU na FPGA,
npaBja, HeyJauHyIo.

B kadecTBe KOHKPETHOIO MPAKTUYECKOrO IMPUMEpa MOXKHO YIIOMS-
HYTb paboty Zhao u ap. (2019) [2]. ABTOpHI peanu30Baiy pacrio3HaBaHUE
M300pakKeHHI JIsl aBTOHOMHOTO 1MOBoAHOr0 poboTa Ha 6a3ze FPGA Xilinx
Zync 7035 B ¢BsI3U ¢ HEOOXOIMMOCTHIO 00ECTIEYUTh TPUEMIIEMYIO TOYHOCTh
Ipy MUHUMAJIbHOM SHepromnoTpedieHuu. B pesynbrare npumeHeHHs psijaa
omtummzanmii CNN nmox FPGA 1ieHo#t HeOONbIION MOTepr TOYHOCTH pac-
NO3HABAaHUS YHaloch JOOMTbCA 00pabOTKM W300pa’keHHIl pa3peuieHus
1920x1080 B peanmsHOM BpeMmeHH (¢ yacToToil 25 fps) mpu sHepromnoTpeo-
snenun 9,5 Br.

PexyppeHTHbIEe HeHHpOHHBIE ceTH. PEeKyppeHTHbIE HEUPOHHbBIE CETH
(Recurrent Neural Network, RNN) umerot cBsizu, oOpasyroiiyie HanpaBJIeH-
HYIO TOCJIeI0OBATEILHOCTD, a MOTOMY MOTYT jay4iie paborats Ha CPU, He-
xenn GPU, xoropbie TepsitoT 37ech CBOE NMPEUMYIIECTBO IMapasuien3Ma.
B apxuTekType moToka JaHHBIX MOCJIEAHHUE MEePEaaloTCs HAMPAMYIO OT OJl-
HOTO 3JIeMeHTa 00pabOTKM K JIPyroMy, UYTO CHI)KAeT MOTPEOHOCTh B SHEP-
romoTPeOIIONIMX MOCTynax K namsatu. Mimenno mostomy FPGA xoporiro
noaxonst s BHeapenus RNN [21].
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Li Sicheng u np. (2015) [18] mpennoxunu HaOOp yIydIICHHH IS
A3BIKOBOM MOJeNu Ha OCHOBE pekyppeHTHoU ceth (RNNLM) npu peanusa-
uun Ha FPGA: pacmmpenue napasuienn3ma, BBEJAEHUE BBIYMCICHUN Pa3HOM
TOYHOCTH, ONTUMHU3ALUS PaOOTHI C MaMITHhIO, MAaCIITAOUPYEMOCTh. 3ajeii-
CTBOBAaB MEHEE IOJOBHHBI pECypcoB Kpucramia Virtex-6, UM yaanoch npu-
ONMU3UTHCS K Ka4eCTBY paOOTHI JIyUYIIUX HA TOT MOMEHT TE€CTOB, I/I€ B OTJIH-
4re OT UX paboThl UCIIOJIB30BAJICS MPENpoLecCUHT. M X0Ts He ynanoch npe-
B30iTH N0 ckopoctu NVIDIA GeForce GTX 580 (GPU), npupoct no 3HEp-
rod¢dderuBHOCTH OKazaics B 6,68 pasa.

Park u ap. (2015) [21] peannzoBanu Tak Ha3zsiBaemyto MANN (normosn-
HEHHas NaMAThbIO HepoHHas ceTh, Memory-Augmented Neural Network) na
FPGA, n1o6aBuB K 3TOMY CBOM METO/] TOPOTOBOTO OTCEUEHUS BHIBO/A. Y CKO-
puTeNb MOMy4YHsIcs B cpeaneM B 125 pa3 Goznee sHeprodHeKTHUBHBIM, YeM
GPU NVIDIA TITAN V. bonee Toro, peanuzanus NpeajoKEHHOI0 METO/1a
yBeIMYWIa MPEeUMYILEeCcTBO B cpeaHeM 10 140 pa3, X0Ts MOKa3aHHbIE Pe3yJib-
tatel HecTaOmbHBL. FPGA okazanack a¢gdexkruBaee B 5,2—8,0 B pa3HbIX Tec-
Tax M Ha pa3HoM xeje3e. HanbonbIuii mpupocT MpeyioxKeHHBIH METO 1Al
Ha HU3KMX 4yacToTax. Bo Bcex ciydasx MCIOIb30BAJICS OJUH U TOT K€ YCKO-
puTenb 0e3 ONTUMH3ALNNA K KOHKPETHOMY XKeJle3y.

Chang u np. (2015) [3] peanuzoBasin LSTM (cetn monroil kpaTko-
cpouHoi nmamsaty, Long Short Term Memory) na FPGA Xilinx Zynq 7020.
Peanusanus okaszanace B 21 pa3 osictpee, uem ARM Cortex-A9 (CPU), xo-
TophIil BHEAPEH B Zynq 7020, 4to cBUIETENbCTBYET O TOM, 4T0O FPGA He
TonbKo 3pdexruBHee, HO U ObicTpee CPU B cinyuae LSTM. B cBoro oue-
penb, Lee u np. (2016) [19] npeanoxunu cucreMmy 00pabOTKH €CTeCTBEHHO-
ro si3pika Ha ocHOBE JBYX LSTM-RNN st 00paboTKH pa3iauYHBIX ATAroB
pacrnio3HaBaHusl peud. J{Is ynydlieHus: NpOM3BOAUTEIHLHOCTH NpPUMEHEHa
TaK)Ke CTaTUCTUYecKas MOJelb CloB. Pe3ynbraTel paboThl 00BEAUHSIOTCS
U CpaBHMUBAIOTCA mocpeAcTBoM anropurma N-nmydmmx. PeannsoBana sta
apxutektypa Ha FPGA, 4TO MO3BOJWIO JOCTUTHYTH CKOpPOCTH, IPEBBI-
maronieit peanbHoe Bpems B 4,12 pa3za. Ha 0lHOMOTOYHOM pexUME 3TO Mpe-
BeimmaeT pe3ynbTatel GPU NVIDIA GeForce Titan X (3,36). DHeproro-
Tpebaenue coctaBuwio 9,24 Bt npotus okoso 80 Bt y GPU, a utorosoe ka-
YEeCTBO PACIO3HABAHMUSA HECKOJIBKO HIDKE, YeM B JIpYrux paboTax, OJHAKO
3TO KOMIIEHCUPYETCS] KOMIAKTHOCTBIO U CKOPOCTBIO MPEJIOKEHHON MoJe-
mu. Boob1e, cpean uccnenoBareneil 0TMeuaeTcsi JOBOJIBHO OOJIbIIOE BHU-
manue Kk LSTM, Tak, Guan Yijin u ap. (2017) [24] npeiaratoT yCKOpUTEIh
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LSTM-RNN na 6a3ze FPGA. 1x pabota Tak ke JeMOHCTPUPYET 3HAYUTEIb-
Hoe yckopeHue B cpaBHeHnU ¢ CPU u BeICOKYIO 2HEProd(h(heKTHBHOCTS.

Guo Kaiyuan u np. (2016) [20] npenoxxunu pabouuii mporecc ObICT-
poit peanuzanuu HelpoceTeBbIx apxuTekTyp Ha FPGA. B wactHocTH, Aris-
totle u Descartes — apxurtekTypsl it peanu3auuu Ha FPGA cooTBeTcTBeH-
HO CNN u paspexénnbix LSTM. IlpennoskeHHblii HHCTPYMEHT aBTOMAaTH-
YeCKOW KOMIWISILIMM TIO3BOJISIET HE pealn30BbIBATh apXUTEKTYphl Helpoce-
teid Ha OpenCL Bpy4yHyI0, @ POCTO CKOMIMWJIMPOBATh KOJ, HANMCAHHBIN
JUIsL BBICOKOYpPOBHEBBIX (peiimBopkoB Tuna TensorFlow. Ouenku nmpou3Bo-
JUTEIBLHOCTH BIIEUATIISIIOT, MOATOMY apXUTEKTYPbl PEKOMEHIYIOTCS K HC-
M0JIb30BAHUIO.

bunapuszoBanHble HelipOHHbIE ceTH. buHapu30BaHHBICE HEHPOHHbBIE
cetu (Binary Neural Networks, BNN) — 3170 nepcrnekTuBHbli 1 O4EHb MHOTO-
o0emaronmii moaxox it ontTuMu3anuu apxurektyp HC st ux peanusanmm
Ha FPGA. On 6b11 npemyiosker B 2015 1. [25], HO yXKe MOTy4drIT 3aciy>KEeHHOE
BHUMaHHE CO CTOPOHBI HCCliefoBaTeNeil Oiaronaps 3HAYUTEIbHBIM JOCTH-
raeMbIM npeumyinectBam. CyTh TaHHOTO MOX0/a COCTOUT B TOM, YTOOBI 3a-
MEHUTh YacTh MapaMETPOB CETH (BXOJIHbIE BeCca HEUPOHOB, BHYTPEHHUE 3HA-
YeHUs HEMPOHOB), KOTOPbIE U3HAYAIBHO MPEICTaBIECHbl YHCIAMHU C IJIaBato-
el wim (GUKCUPOBAHHOW TOYKOW, OWHAPHBIMHU 3HAUEHUSIMHU. Y CKOPUTEIh
MOJy9YaeT 3HAYUTENBHBIA MPHUPOCT MO CKOPOCTH U IHEProdpQeKTHBHOCTH
LIEHOM HE3HAYUTEJIbHOW MOTEPU TOYHOCTU. Takue ceTr, 0O4EBUIHO, OIAXOIAT
HE JUIsl BCeX 3a/1a4, OJJHAKO 3HAYUTEIbHO YIYyYIIAIT MOKa3aTelnu SHeprodd-
(GeKTUBHOCTH ammapaTHoro obecrieueHus, nenas FPGA yxe BIoiHe moaxo-
TSIIAM PEIIeHUEM [Tt MOOMITBHBIX TIPUIIOKESHUH.

Andri u ap. (2016) [17], npu3HaBasi MOBBILIEHUE MTPOU3BOAUTEIILHOCTU
CNN B 1mocieTHUE TOJIbI, OTMETHIIM MX BBICOKOE SHEPTronoTpeOIeHne U HeJ0C-
TYIMHOCTb ISl MOOWJIBHBIX YCTPOWCTB Jake B ciiydae ucroib3oBanus ASIC.
[TosTOMY OHM MIPEIOKIITU TIEPBYIO ONTUMH3HPOBAHHYIO Pa3padOTKy, B KOTO-
poii peann3oBaH TMOKHM, SHEPrOIPPEKTUBHBINA U MacIITaOUpPyeMblil CBEPTOY-
HBI MexaHu3M, ocHoBaHHBIM Ha Binary Connect CNN. Pa3paboraHHbIii yCKO-
putens noctur dddexkruBHoctr B 1510 GOp/s, uro ObicTpee B 2,7 pasa
1 B 35 pa3 sHeprodpdexTuBHEe, ueM Jydrimii Ha ToT MoMeHT ASIC.

Nurvitadhi u ap. (2016) [14] uccienosanu pa3Hble THUIIBI YCKOPUTENIEH
st BNN. U naxxe ecnmu FPGA MoryT ornepexarts 1o SHeprodpeKTHBHOCTH
CPU u GPU, 1o nipu 3toM 14nm ASIC ceituac 6onee 3¢ hekTuBeH, dyem
Stratix V u Arria 10. Um ynamoce mnobutscs 9,8 TOP/sec nHa Arria 10
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c apxurektypoir u3 1024 O10k0B 00pabOTKM, YTO OKA3alIOCh JIOBOJBHO
o6mu3ko k ASIC. PaspeiB B 3¢dpdexruBHOCTH OTHOCHTENBHO ASIC Moxer
cTaTh MeHbIe ¢ 0oaee HOBEIMU FPGA, ¢ 6onee xxéctkumu Oiokamu L{OC,
BcTpoeHHBIMH DRAM u Gosiee BRICOKOI 4acTOTOM.

Zhao u ap. (2017) [15] nporecTrpoBaIN U CPaBHUIN peaTu3aniu Ou-
HapuzoBaHHbIX CNN Ha FPGA. Heliponnsie cetn o0pabareiBaanch U 00y-
yaymch Ha HaObope aaHHbIx CIFAR-10. [Ipu cpaBHEHUH pa3HBIX YCKOpHUTE-
ne#t Xilinx Zyng-7000 SoC (FPGA) oka3zanack Oo4TH B JiBa pas3a ObIcTpee
Intel Xeon E5-2640 (CPU), Ho MemieHHee puMepHO B 8 pa3, yem NVIDIA
Tesla K40 (GPU). Bce yckoputenu cpaBHUBAJIUCh OTHOCUTENBHO BCTPOEH-
Hoi mwiatel NVIDIA Jetson TK1 (mGPU). [Ipu 3TOM MO OTHOCHUTEIBbHOM
XapakTepucTuke ¢ yuérom sHepronoTpediaeHuss FPGA okazamace B 7 pa3
s dextuHee, uem GPU.

Liang u nip. (2018) [16] npeanokuiau HOBYIO TEXHOJIOTHIO ONTUMHU3ALUN
Heiipornbix cereit mox FPGA — FP-BNN. Ha ocHoBe pa3paboTaHHOTO KOM-
miekca mep aBropel OuHapmzupoBamu MNIST MLP, Cifar-10 ConvNet,
AlexNet B ux peanmzauuu Ha FPGA u 1eMOHCTpUPYIOT PEUMYIIECTBA MPE-
JIOXEHHOro noaxoja. CeTy MOoIy4YusIoch CKaTh B CpelHEM B 32 pa3a OTHOCH-
TEJIBHO TIEPBOHAYAIBHOTO pasMepa. DddekTuBHOCTL B cpaBHeHun ¢ CPU
u GPU cocraBuna ot 2,72 paza Ha AlexNet 10 314 pa3z na MNIST MLP.

IIpoune moaxoaswl. braronaps OOJBIIMM MPAKTHYECKUM yCIIEXaM pe-
KYPPEHTHBIEC U CBEPTOYHBIE CETH MOJIYYHMIIM caMoe OOJIbIIOE PacIpoCTpaHe-
HUE U Pa3BUTHE, HO MO JPYTMM HEWPOCETEBbIM apXUTEKTypaMm Takxke I1yO-
JUKYIOTCST OTAeNbHBIE padoTel. Gomperts u ap. (2011) [7] npemnoxunu
peanu3aiuo MHorocioiiHoro nepuentpona Ha FPGA, obnanatomiero cro-
COOHOCTBIO T0OOYYEHHS ¢ TIOMOIIBI0 METO/Ia OOPAaTHOTO PAaCIPOCTPAHEHUS
omuOKH BO BpeMsi paboThl. [Ipyn UTOrOBOM TECTHPOBAHUM KAYECTBO PAOOTHI
0Ka3aJ0Ch HE OYEHb CTAOMJIBHBIM M HMHOTJA JaXke yXYyIIIaJoch IOCIE J0-
o0y4yeHus. Bnpouewm, B TexX MpHIIOKEHUSX, i€ J00OyYeHHE Ha XOAy HeoO-
XOJUMO, a peanusalus reHepatuBHo-cocTszarenbHol cetn (GAN) Heunene-
coo0pa3Ha, TaKoi MOAX0/1 MOXKET 0Ka3aThCsl MOJIE3HBIM.

Kpome cnenmnann3upoBaHHBIX ONTUMHU3ALMN Pa3IMYHbIX HEWpoceTe-
BBIX apXUTEKTYp Ha KOHKPETHOM aIapaTHOM 00eCledeHUH HCCIIeI0BaTeNN
IpeUIaraloT oOUIMe MOAXO0/bI, TO3BOJISIIOIINE MUHUMHU3UPOBATh SHEPTOIOo-
TpeOJIeHne MUKpPOCXEMbI NMPH COXPAHEHHH TOYHOCTH paboThl cetH. Tak,
B. Reagen u ap. (2016) [23] npemyiokuiau moaxoa K COBMECTHOM pa3padboT-
KE YCKOpHUTEJeH TIyOOKMX HEMPOHHBIX CeTel Ha pa3HBIX YPOBHSAX: ajro-
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PUTMUYECKOM, aQPXUTEKTYPHOM M CXEMOTEXHUYECKOM, YTOOBI ONITUMHU3UPO-
BaTh XapakTepucTUKU noixydaemont cetn u ASIC mox 3Ty cerb, 100MBasCh
3HaUYUTENBbHOTO (10 8,1 pasa mo cpaBHEHHIO C 0A30BOI MOJIEIBIO) CHIDKCHHS
sHepromnoTpebnenus. Panee onu xe B 2014 1. [26] pa3zpaboTtanu u npeacra-
Buinu Aladdin — npe-RTL cumynsarop cnenuanin3upoBaHHBIX YCKOpPUTENIEH
HEHPOHHBIX CETEH, MO3BOJIAIOLINN, B OTIMYHUE OT CYLIECTBYIOIINX PELICHUH,
Oyaroaps He3HAYUTEILHOMY CHUXEHHIO TOYHOCTH CHUMYJISIIUU MOBBICUTH
e€ ckopocth Oosee yem B 100 pas, obecnieurBasi BO3SMOKHOCTh MOJIEITHPO-
BaHUs YMIIOB KyJa Oojbinero pasmepa. Zhang Xiaofan u ap. (2017) [22]
npeIoKWIH (HPEHMBOPK IJIsI aHAIM3a CUCTEMHBIX TPeOOBAHUH TITyOOKHX
HEUPOHHBIX CETEH, ONTUMU3UPOBAHHBIX 107 peanuzaiuio Ha FPGA. Llens —
MaKCHMaJbHOE YCKOPEHHE pabOThl CETH MyTEM ONTUMU3ALUU PAaOOTHI C Ha-
MSTBIO, YMEHBIICHUS KOJMYECTBA BHYTPEHHUX IIMKJIOB, KBAHTOBAHUS U CO-
KpalleHus camoi ceTu. Ui TeCTUpOBaHMSI OHU HCIIOJIb30BAJIU BapUalUIO
ConvLSTM (coBmemenrie CNN u RNN). IIpu cpaBHeHuu peanuzaiuii cetu
Ha FPGA (Xilinx XC7VX690T) ¢ GPU (NVIDIA K80) u CPU (Intel Xeon
E5-2630) O6butn TOCTUTHYTHI MPUPOCT CKOPOCTH B 4,75 pa3za W CHIDKEHHE
sHepronoTpednenus B 17,5 pas.

Ob6cy:knenne u BbIBOABI. lccnenoBanus mociequux jer (tadin. 2)
nokaseiBatoT, uTo FPGA sBISAIOTCS 3HAYUTENBHO Oojiee dHEeprodpdexTus-
HBIMH, YEM IIPOYME anmnapaTHble pemieHus. [IpuueM oTHOCUTENbHOE CHUXKeE-
HUE SHEPronoTpeOIeHUsI MOXKET COCTABIISATH /10 JIBYX MOPSIIKOB.

Tabnuua 2

CpaBHenue 3HeprodPpGheKTUBHOCTH anmnapaTtHbIX yckoputeneit MTHC

Craros Park u np. Han u np. Zhang u 1ip. Zhao u nip. Wang u np.
(2017) [21] | (2016) [27] (2017) [22] (2017) [15] (2016) [12]
Metpuka | FLOPS/kJ GOP/W imgs./J imgs/sec/W J!
CPU 1,70x 1,0x 1,00x 1,0x 1,0x
GPU 1,00x 13,8x/3,5x 1,01x 8,2x -
FPGA 139,75x 197,0x/40,0x 17,89x 50,4x 58,0x
mGPU - - - 1,4x -

Ha nannblii MomeHT, kak mnpenctaisiercs, FPGA mnemnecooOpa3zHo
MPUMEHATHh JTUOO B HEOOJBIIMUX (WJIM JIaXKe BCTPOCHHBIX) CHCTEMax, JIMOO
B BBICOKOHATPYXEHHBIX 0OJIa4HbIX cepBucax. B mepsom cimyuae FPGA ma-
JIOMOIIHBI, HO 1 OTHOCUTENILHO HEJIOPOTH — IIPHU HETUIOXOW MPOU3BOAUTEINb-
HOCTH B HOCHMOM DJIGKTPOHHUKE W BCTPOCHHBIX CHCTEMax JTO JIYYIIHI
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BbIOOp. Campble xe mpousBoautTenbHbie FPGA cTosT CyliecTBEHHO AOpOXKe
GPU comnocraBumMoi IPOU3BOJUTENIBHOCTH, HO MPU 3TOM JOCTATOYHO Ha-
NE&KHBI M Kyna Oojiee SKOHOMUYHBI C DHEPreTUYECKON TOYKU 3pEHUS.
B cnydae ucnonszoBanuss FPGA st MOOWIIBHBIX yCTPOMCTB KOHKYPEHT-
HBIM PEIIEHUEM MOTYT CUMTATbCs aJalTUPOBAHHBIEC IOl TaKUE 3a7auu MO-
omneHbie Tporieccopsl  (MGPU), Hampumep, ceMeHCTBO yCKOpHUTelel
NVIDIA Jetson. Onnako B ctaTthe [15] mokaszaHo, 4To (akTuyeckas mpous-
BOJUTEIBHOCTh HE COOTBETCTBYET 3asBICHHBIM XApPAaKTEPUCTUKAM H3-3a
npo0yieM ¢ MHOTOMOTOYHOW 00paboTKo# naHHBIX. boiee TOro, BO3MOXK-
HocTh pekoHurypanuun FPGA mo3BoJiseT UCnoib30BaTh UX B CAMBIX Pa3-
HBIX 3aJlayaxX B 3aBHUCHUMOCTH OT TEKYIIHUX MOTPEOHOCTEH, YTO IMO3BOJISIET
UCIOJIb30BaTh PECYPCHl MUKPOCXEMBI C MAKCUMaIbHON 3 (EKTUBHOCTHIO.

JlocTatouHo BbICOKas LeHa aenaeT FPGA He my4imum BeIOOpOM JUist
peanin3anuu CBEPTOUHBIX ceTeil, naxe c yu€rom comoctaBumoit ¢ GPU
POU3BOAUTENBHOCTH. C APYrol CTOPOHBI, B CIy4ae C PEKYPPEHTHBIMU Ce-
TSAMHM CUTYyallUsl KapAWMHAIBHO OTJIMYAETCA: TYT OHU MOTYT IPEBOCXOIUTh
GPU na nBa nopsaka. [Ipu sTom npennoxennsiii B 2015 r. merox 6unapu-
3anuu HelpoHHbIX ceTeil mpubmmkaer FPGA k ASIC kak mo mpou3Boau-
TEJIBHOCTH, TaK W MO 3HEPronoTpeOJIEHUI0 NpPU HE3HAYUTENBHOM mMmoTepe
toyHocTH. Takum o6pazoM, FPGA cTaHOBATCS HE3aMEHUMBIM aIllapaTHbIM
pellleHneM IpU BHEAPEHUM IMPHIIOKEHUH HCKYCCTBEHHOI'O MHTEIJIEKTA Ha
MoOmbHbIEe yeTpoiicTa u B [oT.

bunapu3oBaHHbBIE HEHPOHHBIE CETH SABIISIIOTCS HAWIYUIIMM KaHIHMIa-
ToM Jutst peanusanuu Ha FPGA Onaromapst 3aJ10)K€HHON B UX apXUTEKTYype
JBOMYHOCTH, HECMOTPSI Ha MOTEPU TOYHOCTH B CPABHEHMM C MPOUYUMHU ap-
XUTEKTypamMu. B oTenbHBIX Cilydasx ONTUMM3ALMU AETIAl0T YCKOPUTENb Ha
6a3ze FPGA comnocTaBUMBIM 1O MPOWU3BOJAUTEIBHOCTH C MPUHIUITAATIBLHBIM
MakcumymoMm -— ASIC. Tem He MeHee, 3Ta TUIaHKa 10 CUX MOP HE JOCTHT-
Hyta (FPGA mnokaspiBatoT xyaumue B 5—10 pa3 pe3ynbTarbl), U BO3MOMKHBI
3HAYUTENbHbIE YCOBEPIICHCTBOBAaHUA. [Ipu 3TOM, 4TO HEMalOBa)KHO, THO-
KOCTh BEHTWJIBHBIX MaTPUIL MO3BOJISIET KaK JIOCTATOYHO OBICTPO pa3zpadathl-
BaTh pelleHus Ha UX 0ase, TaK U MEHSTh BHYTPEHHIOIO KOH(MUTYpalUIO YU-
a MoJji U3MEeHMBIINECs TPeOOBaHUS MPOrPaMMHBIMH CPEJICTBAMH, YTO AAET
UM CYILIECTBEHHOE IIPEUMYIIECTBO YHUBEPCAIBHOCTU B CPABHEHMHM C alla-
paTHO >KECTKUMH CIIEHUATM3UPOBAaHHBIMU MUKpOCXeMaMH. Takum o0pazom,
ONTUMAaJIbHBIM HAlIPABICHUEM JAJbHEHIINX MCCIIEIOBAHUN TIPEICTABIIAETCS
MOBBILIEHUE MPOU3BOJUTENLHOCTH OWHAPU30BaHHBIX HEHPOHHBIX CeTeill,
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peanu3oBaHHbIX Ha 0a3ze FPGA, nmyTéMm ycoBepIIEHCTBOBAHHS KaK MaTeMa-
TUYECKOr0 amnmapara, JeKallero B OCHOBE CETH, TaK U BHYTPEHHEH apxu-
TEKTYpbl BEHTUJIbHON MATPUILIBI U €€ JJOTMYECKUX JIEMEHTOB.
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